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Model Assessment and Selection

7.1 Introduction

The generalization performance of a learning method relates to its predic-
tion capability on independent test data. Assessment of this performance
is extremely important in practice, since it guides the choice of learning
method or model, and gives us a measure of the quality of the ultimately
chosen model.

In this chapter we describe and illustrate the key methods for perfor-
mance assessment, and show how they are used to select models. We begin
the chapter with a discussion of the interplay between bias, variance and
model complexity.

7.2 Bias, Variance and Model Complexity

Figure 7.1 illustrates the important issue in assessing the ability of a learn-
ing method to generalize. Consider first the case of a quantitative or interval
scale response. We have a target variable Y, a vector of inputs X, and a
prediction model f(X ) that has been estimated from a training set 7.
The loss function for measuring errors between Y and f (X) is denoted by
L(Y, f(X)). Typical choices are

A (Y — f(X))? squared error
LY, f(X)) = ; (7.1)
Y — f(X)] absolute error.
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FIGURE 7.1. Behavior of test sample and training sample error as the model
complexity is varied. The light blue curves show the training error err, while the
light red curves show the conditional test error Errr for 100 training sets of size
50 each, as the model complexity is increased. The solid curves show the expected
test error Err and the expected training error E[ert).

Test error, also referred to as generalization error, is the prediction error
over an independent test sample

Errr = E[L(Y, f(X))|T] (7.2)

where both X and Y are drawn randomly from their joint distribution
(population). Here the training set T is fixed, and test error refers to the
error for this specific training set. A related quantity is the expected pre-
diction error (or expected test error)

Err = E[L(Y, f(X))] = E[Err7]. (7.3)

Note that this expectation averages over everything that is random, includ-
ing the randomness in the training set that produced f .

Figure 7.1 shows the prediction error (light red curves) Erry for 100
simulated training sets each of size 50. The lasso (Section 3.4.2) was used
to produce the sequence of fits. The solid red curve is the average, and
hence an estimate of Err.

Estimation of Erry will be our goal, although we will see that Err is
more amenable to statistical analysis, and most methods effectively esti-
mate the expected error. It does not seem possible to estimate conditional
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error effectively, given only the information in the same training set. Some
discussion of this point is given in Section 7.12.
Training error is the average loss over the training sample

1 & .
eIT = WZL(%JC(ZM))- (7.4)

We would like to know the expected test error of our estimated model
f. As the model becomes more and more complex, it uses the training
data more and is able to adapt to more complicated underlying structures.
Hence there is a decrease in bias but an increase in variance. There is some
intermediate model complexity that gives minimum expected test error.

Unfortunately training error is not a good estimate of the test error,
as seen in Figure 7.1. Training error consistently decreases with model
complexity, typically dropping to zero if we increase the model complexity
enough. However, a model with zero training error is overfit to the training
data and will typically generalize poorly.

The story is similar for a qualitative or categorical response G taking
one of K values in a set G, labeled for convenience as 1,2, ..., K. Typically
we model the probabilities py(X) = Pr(G = k|X) (or some monotone
transformations fx(X)), and then G(X) = arg maxy pr(X). In some cases,
such as l-nearest neighbor classification (Chapters 2 and 13) we produce
G(X) directly. Typical loss functions are

LG, G(X)) = I(G#G(X)) (0-1]loss), (7.5)
K

L(G,p(X)) = —2) I(G=k)logp(X)
k=1

= —2logpa(X) (-2 x log-likelihood). (7.6)

The quantity —2 x the log-likelihood is sometimes referred to as the
deviance.

Again, test error here is Errr = E[L(G, G(X))|T], the population mis-
classification error of the classifier trained on 7, and Err is the expected
misclassification error.

Training error is the sample analogue, for example,

N
_ 2 .
erT = N z_; log pg, (24), (7.7)

the sample log-likelihood for the model.

The log-likelihood can be used as a loss-function for general response
densities, such as the Poisson, gamma, exponential, log-normal and others.
If Pry(x)(Y') is the density of Y, indexed by a parameter #(.X) that depends
on the predictor X, then

L(Y,0(X)) = =2 - log Prg(x)(Y). (7.8)
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The “—2” in the definition makes the log-likelihood loss for the Gaussian
distribution match squared-error loss.

For ease of exposition, for the remainder of this chapter we will use Y and
f(X) to represent all of the above situations, since we focus mainly on the
quantitative response (squared-error loss) setting. For the other situations,
the appropriate translations are obvious.

In this chapter we describe a number of methods for estimating the
expected test error for a model. Typically our model will have a tuning
parameter or parameters o and so we can write our predictions as fa(m)
The tuning parameter varies the complexity of our model, and we wish to
find the value of « that minimizes error, that is, produces the minimum of
the average test error curve in Figure 7.1. Having said this, for brevity we
will often suppress the dependence of f (z) on a.

It is important to note that there are in fact two separate goals that we
might have in mind:

Model selection: estimating the performance of different models in order
to choose the best one.

Model assessment: having chosen a final model, estimating its predic-
tion error (generalization error) on new data.

If we are in a data-rich situation, the best approach for both problems is
to randomly divide the dataset into three parts: a training set, a validation
set, and a test set. The training set is used to fit the models; the validation
set is used to estimate prediction error for model selection; the test set is
used for assessment of the generalization error of the final chosen model.
Ideally, the test set should be kept in a “vault,” and be brought out only
at the end of the data analysis. Suppose instead that we use the test-set
repeatedly, choosing the model with smallest test-set error. Then the test
set error of the final chosen model will underestimate the true test error,
sometimes substantially.

It is difficult to give a general rule on how to choose the number of
observations in each of the three parts, as this depends on the signal-to-
noise ratio in the data and the training sample size. A typical split might
be 50% for training, and 25% each for validation and testing:

Validation Test

The methods in this chapter are designed for situations where there is
insufficient data to split it into three parts. Again it is too difficult to give
a general rule on how much training data is enough; among other things,
this depends on the signal-to-noise ratio of the underlying function, and
the complexity of the models being fit to the data.



7.3 The Bias—Variance Decomposition 223

The methods of this chapter approximate the validation step either an-
alytically (AIC, BIC, MDL, SRM) or by efficient sample re-use (cross-
validation and the bootstrap). Besides their use in model selection, we also
examine to what extent each method provides a reliable estimate of test
error of the final chosen model.

Before jumping into these topics, we first explore in more detail the
nature of test error and the bias—variance tradeoff.

7.3 The Bias—Variance Decomposition

As in Chapter 2, if we assume that Y = f(X) + ¢ where E(¢) = 0 and
Var(e) = o2, we can derive an expression for the expected prediction error
of a regression fit f(X) at an input point X = xg, using squared-error loss:

Err(zo) = E[(Y — f(0))*X = 0]
= o2+ [Ef(wo) — f(x0))” + E[f(x0) — Ef (z0)]?
= 02 + Bias®(f(z0)) + Var(f (o))
= Trreducible Error + Bias® + Variance. (7.9)

The first term is the variance of the target around its true mean f(zg), and
cannot be avoided no matter how well we estimate f(z¢), unless o2 = 0.
The second term is the squared bias, the amount by which the average of
our estimate differs from the true mean; the last term is the variance; the
expected squared deviation of f(zg) around its mean. Typically the more
complex we make the model f , the lower the (squared) bias but the higher
the variance.

For the k-nearest-neighbor regression fit, these expressions have the sim-
ple form

En() = BIY — fulwo)?IX = a0l
k 2 o2
= 24 f) - T Y fw)| + . (710)
/=1

Here we assume for simplicity that training inputs x; are fixed, and the ran-
domness arises from the y;. The number of neighbors k is inversely related
to the model complexity. For small k, the estimate fk(x) can potentially
adapt itself better to the underlying f(z). As we increase k, the bias—the
squared difference between f(xz) and the average of f(x) at the k-nearest
neighbors—will typically increase, while the variance decreases.

For a linear model fit fp(x) = xTB, where the parameter vector 8 with
p components is fit by least squares, we have

Err(zo) = E[Y — fo(w0))*|X = ]
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= o2+ [f(z0) = Efp(20)]* + |[h(zo)|PoZ.  (7.11)

Here h(z¢) = X(XTX) 1xq, the N-vector of linear weights that produce
the fit f,(2z0) = 207 (XTX)"'XTy, and hence Var[f,(zo)] = ||h(zo)||?02.
While this variance changes with :z:o, its average (with xo taken to be each
of the sample values z;) is (p/N)o2, and hence

7ZErr r) =02+ — Z —Ef(x:))?+ ]%057 (7.12)

the in-sample error. Here model complexity is directly related to the num-
ber of parameters p.

The test error Err(zg) for a ridge regression fit fa(xo) is identical in
form to (7.11), except the linear weights in the variance term are different:
h(zg) = X(XTX + aI)~!zg. The bias term will also be different.

For a linear model family such as ridge regression, we can break down
the bias more finely. Let S, denote the parameters of the best-fitting linear
approximation to f:

B = argminE (£(X) - X7B)*. (7.13)

Here the expectation is taken with respect to the distribution of the input
variables X. Then we can write the average squared bias as

Ezo f(ffo) - Efa(l“o)r = Ezo [f(xo) - iCOTﬁ*f + Ezg {ﬂf(:)rﬁ* - Ewgﬁar

= Ave[Model Bias]? + Ave[Estimation Bias]?
(7.14)

The first term on the right-hand side is the average squared model bias, the
error between the best-fitting linear approximation and the true function.
The second term is the average squared estimation bias, the error between
the average estimate E(xOTB) and the best-fitting linear approximation.

For linear models fit by ordinary least squares, the estimation bias is zero.
For restricted fits, such as ridge regression, it is positive, and we trade it off
with the benefits of a reduced variance. The model bias can only be reduced
by enlarging the class of linear models to a richer collection of models, by
including interactions and transformations of the variables in the model.

Figure 7.2 shows the bias—variance tradeoff schematically. In the case
of linear models, the model space is the set of all linear predictions from
p inputs and the black dot labeled “closest fit” is 7 3,. The blue-shaded
region indicates the error o. with which we see the truth in the training
sample.

Also shown is the variance of the least squares fit, indicated by the large
yellow circle centered at the black dot labeled “closest fit in population,’
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FIGURE 7.2. Schematic of the behavior of bias and variance. The model space
is the set of all possible predictions from the model, with the “closest fit” labeled
with a black dot. The model bias from the truth is shown, along with the variance,
indicated by the large yellow circle centered at the black dot labeled “closest fit
in population.” A shrunken or reqularized fit is also shown, having additional
estimation bias, but smaller prediction error due to its decreased variance.
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Now if we were to fit a model with fewer predictors, or regularize the coef-
ficients by shrinking them toward zero (say), we would get the “shrunken
fit” shown in the figure. This fit has an additional estimation bias, due to
the fact that it is not the closest fit in the model space. On the other hand,
it has smaller variance. If the decrease in variance exceeds the increase in
(squared) bias, then this is worthwhile.

7.3.1 FEzample: Bias—Variance Tradeoff

Figure 7.3 shows the bias—variance tradeoff for two simulated examples.
There are 80 observations and 20 predictors, uniformly distributed in the
hypercube [0, 1]?°. The situations are as follows:

Left panels: Y is 0if Xy < 1/2 and 1 if X; > 1/2, and we apply k-nearest
neighbors.

Right panels: Y is 1 if Zjil X is greater than 5 and 0 otherwise, and we
use best subset linear regression of size p.

The top row is regression with squared error loss; the bottom row is classi-
fication with 0-1 loss. The figures show the prediction error (red), squared
bias (green) and variance (blue), all computed for a large test sample.

In the regression problems, bias and variance add to produce the predic-
tion error curves, with minima at about & = 5 for k-nearest neighbors, and
p > 10 for the linear model. For classification loss (bottom figures), some
interesting phenomena can be seen. The bias and variance curves are the
same as in the top figures, and prediction error now refers to misclassifi-
cation rate. We see that prediction error is no longer the sum of squared
bias and variance. For the k-nearest neighbor classifier, prediction error
decreases or stays the same as the number of neighbors is increased to 20,
despite the fact that the squared bias is rising. For the linear model classi-
fier the minimum occurs for p > 10 as in regression, but the improvement
over the p = 1 model is more dramatic. We see that bias and variance seem
to interact in determining prediction error.

Why does this happen? There is a simple explanation for the first phe-
nomenon. Suppose at a given input point, the true probability of class 1 is
0.9 while the expected value of our estimate is 0.6. Then the squared bias—
(0.6 — 0.9)>—is considerable, but the prediction error is zero since we make
the correct decision. In other words, estimation errors that leave us on the
right side of the decision boundary don’t hurt. Exercise 7.2 demonstrates
this phenomenon analytically, and also shows the interaction effect between
bias and variance.

The overall point is that the bias—variance tradeoff behaves differently
for 0-1 loss than it does for squared error loss. This in turn means that
the best choices of tuning parameters may differ substantially in the two
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FIGURE 7.3. Expected prediction error (orange), squared bias (green) and vari-
ance (blue) for a simulated example. The top row is regression with squared error
loss; the bottom row is classification with 0—1 loss. The models are k-nearest
neighbors (left) and best subset regression of size p (right). The variance and bias
curves are the same in regression and classification, but the prediction error curve
is different.
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settings. One should base the choice of tuning parameter on an estimate of
prediction error, as described in the following sections.

7.4 Optimism of the Training Error Rate

Discussions of error rate estimation can be confusing, because we have
to make clear which quantities are fixed and which are random'. Before
we continue, we need a few definitions, elaborating on the material of Sec-
tion 7.2. Given a training set 7 = {(z1,v1), (z2,y2), ... (zn,yn)} the gen-
eralization error of a model f is

Erry = Exo yo[L(Y?, f(X°))|T]; (7.15)

Note that the training set 7T is fixed in expression (7.15). The point (X, Y?)
is a new test data point, drawn from F', the joint distribution of the data.
Averaging over training sets T yields the expected error

Err = ErExo yo[L(Y?, f(X))[T], (7.16)

which is more amenable to statistical analysis. As mentioned earlier, it
turns out that most methods effectively estimate the expected error rather
than E+; see Section 7.12 for more on this point.

Now typically, the training error

1 .
CIT = NZL(%,JC(%)) (7.17)

will be less than the true error Errs, because the same data is being used
to fit the method and assess its error (see Exercise 2.9). A fitting method
typically adapts to the training data, and hence the apparent or training
error err will be an overly optimistic estimate of the generalization error
Erry.

Part of the discrepancy is due to where the evaluation points occur. The
quantity Errs can be thought of as extra-sample error, since the test input
vectors don’t need to coincide with the training input vectors. The nature
of the optimism in €rT is easiest to understand when we focus instead on
the in-sample error

N
Brri = < 3" Eyo LV, f())IT] (7.18)
=1

The Y° notation indicates that we observe N new response values at
each of the training points z;, i = 1,2,..., N. We define the optimism as

1Indeed, in the first edition of our book, this section wasn’t sufficiently clear.
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the difference between Err;, and the training error err:
op = Erry, — erT. (7.19)

This is typically positive since ert is usually biased downward as an estimate
of prediction error. Finally, the average optimism is the expectation of the
optimism over training sets

w = Ey (op). (7.20)

Here the predictors in the training set are fixed, and the expectation is
over the training set outcome values; hence we have used the notation E,
instead of E7. We can usually estimate only the expected error w rather
than op, in the same way that we can estimate the expected error Err
rather than the conditional error Erry.

For squared error, 0-1, and other loss functions, one can show quite
generally that

N
2 _
W= ;_1 Cov(9i,yi), (7.21)

where Cov indicates covariance. Thus the amount by which erT underesti-
mates the true error depends on how strongly y; affects its own prediction.
The harder we fit the data, the greater Cov(y;, y;) will be, thereby increas-
ing the optimism. Exercise 7.4 proves this result for squared error loss where
7; is the fitted value from the regression. For 0-1 loss, §; € {0,1} is the
classification at z;, and for entropy loss, §; € [0, 1] is the fitted probability
of class 1 at x;.
In summary, we have the important relation

N
2 X
Ey (Erriy) = Ey (e1) + ; Cov (i, yi). (7.22)

This expression simplifies if g; is obtained by a linear fit with d inputs
or basis functions. For example,

N

> Cov(§i,yi) = do? (7.23)
i=1

for the additive error model Y = f(X) + ¢, and so

Ey (Erry,) = Ey (&TT) + 2 - %ag. (7.24)

Expression (7.23) is the basis for the definition of the effective number of
parameters discussed in Section 7.6 The optimism increases linearly with
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the number d of inputs or basis functions we use, but decreases as the
training sample size increases. Versions of (7.24) hold approximately for
other error models, such as binary data and entropy loss.

An obvious way to estimate prediction error is to estimate the optimism
and then add it to the training error err. The methods described in the
next section—C),, AIC, BIC and others—work in this way, for a special
class of estimates that are linear in their parameters.

In contrast, cross-validation and bootstrap methods, described later in
the chapter, are direct estimates of the extra-sample error Err. These gen-
eral tools can be used with any loss function, and with nonlinear, adaptive
fitting techniques.

In-sample error is not usually of direct interest since future values of the
features are not likely to coincide with their training set values. But for
comparison between models, in-sample error is convenient and often leads
to effective model selection. The reason is that the relative (rather than
absolute) size of the error is what matters.

7.5 Estimates of In-Sample Prediction Error
The general form of the in-sample estimates is
Erryn = efF + &, (7.25)

where @ is an estimate of the average optimism.
Using expression (7.24), applicable when d parameters are fit under
squared error loss, leads to a version of the so-called C), statistic,

_ d .
C,=2eT+2- Naﬁ. (7.26)

Here .2 is an estimate of the noise variance, obtained from the mean-
squared error of a low-bias model. Using this criterion we adjust the training
error by a factor proportional to the number of basis functions used.

The Akaike information criterion is a similar but more generally appli-
cable estimate of Errj, when a log-likelihood loss function is used. It relies
on a relationship similar to (7.24) that holds asymptotically as N — oo:

2 . d
—2 - Ellog Pry(Y)] = N E[loglik] + 2 - 5 (7.27)
Here Pry(Y) is a family of densities for Y (containing the “true” density),
0 is the maximum-likelihood estimate of #, and “loglik” is the maximized

log-likelihood:

N
loglik = Z log Prj(y;). (7.28)

=1
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For example, for the logistic regression model, using the binomial log-
likelihood, we have

2 d
AIC = — = -loglik + 2 . (7.29)

For the Gaussian model (with variance o2 = 7.7 assumed known), the AIC

statistic is equivalent to C,, and so we refer to them collectively as AIC.

To use AIC for model selection, we simply choose the model giving small-
est AIC over the set of models considered. For nonlinear and other complex
models, we need to replace d by some measure of model complexity. We
discuss this in Section 7.6.

Given a set of models f,(z) indexed by a tuning parameter «, denote
by erT(«) and d(«) the training error and number of parameters for each
model. Then for this set of models we define

MUAQ

AIC(«o) = erT(a) + 2 - N e

(7.30)
The function AIC(«) provides an estimate of the test error curve, and we
find the tuning parameter & that minimizes it. Our final chosen model
is fa(x). Note that if the basis functions are chosen adaptively, (7.23) no
longer holds. For example, if we have a total of p inputs, and we choose
the best-fitting linear model with d < p inputs, the optimism will exceed
(2d/N)o?2. Put another way, by choosing the best-fitting model with d
inputs, the effective number of parameters fit is more than d.

Figure 7.4 shows AIC in action for the phoneme recognition example
of Section 5.2.3 on page 148. The input vector is the log-periodogram of
the spoken vowel, quantized to 256 uniformly spaced frequencies. A lin-
ear logistic regression model is used to predict the phoneme class, with
coefficient function S(f) = Zi\r{:l R (f)0m, an expansion in M spline ba-
sis functions. For any given M, a basis of natural cubic splines is used
for the h,,, with knots chosen uniformly over the range of frequencies (so
d(a) =d(M) = M). Using AIC to select the number of basis functions will
approximately minimize Err(M) for both entropy and 0-1 loss.

The simple formula

N
(2/N) > Cov(gi,y:) = (2d/N)o?

i=1

holds exactly for linear models with additive errors and squared error loss,
and approximately for linear models and log-likelihoods. In particular, the
formula does not hold in general for 0-1 loss (Efron, 1986), although many
authors nevertheless use it in that context (right panel of Figure 7.4).
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FIGURE 7.4. AIC wused for model selection for the phoneme recogni-
tion example of Section 5.2.3. The logistic regression coefficient function
B(f) = Zﬁle hon (f)0m is modeled as an expansion in M spline basis functions.
In the left panel we see the AIC statistic used to estimate Erri, using log-likeli-
hood loss. Included is an estimate of Err based on an independent test sample. It
does well except for the extremely over-parametrized case (M = 256 parameters
for N = 1000 observations). In the right panel the same is done for 0-1 loss.
Although the AIC formula does not strictly apply here, it does a reasonable job in
this case.

7.6 The Effective Number of Parameters

The concept of “number of parameters” can be generalized, especially to
models where regularization is used in the fitting. Suppose we stack the

outcomes y1,¥s,...,yn into a vector y, and similarly for the predictions
y. Then a linear fitting method is one for which we can write
¥ = Sy. (731)

where S is an NV x N matrix depending on the input vectors x; but not on
the y;. Linear fitting methods include linear regression on the original fea-
tures or on a derived basis set, and smoothing methods that use quadratic
shrinkage, such as ridge regression and cubic smoothing splines. Then the
effective number of parameters is defined as

df(S) = trace(S), (7.32)

the sum of the diagonal elements of S (also known as the effective degrees-
of-freedom). Note that if S is an orthogonal-projection matrix onto a basis
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set spanned by M features, then trace(S) = M. It turns out that trace(S) is
exactly the correct quantity to replace d as the number of parameters in the
C, statistic (7.26). If y arises from an additive-error model Y = f(X) +¢
with Var(e) = 02, then one can show that Y.~ | Cov(j;,y;) = trace(S)o2,
which motivates the more general definition

o 2iny Cov(di, vi)
df(y) = 1# (7.33)
(Exercises 7.4 and 7.5). Section 5.4.1 on page 153 gives some more intuition
for the definition df = trace(S) in the context of smoothing splines.

For models like neural networks, in which we minimize an error function
R(w) with weight decay penalty (regularization) a). w2, the effective

number of parameters has the form

N
df(ar) = -, 7.34
@)= g (7.34)
where the 6, are the eigenvalues of the Hessian matrix 02 R(w)/dwow? .
Expression (7.34) follows from (7.32) if we make a quadratic approximation
to the error function at the solution (Bishop, 1995).

7.7 The Bayesian Approach and BIC

The Bayesian information criterion (BIC), like AIC, is applicable in settings
where the fitting is carried out by maximization of a log-likelihood. The
generic form of BIC is

BIC = —2 - loglik + (log N) - d. (7.35)

The BIC statistic (times 1/2) is also known as the Schwarz criterion (Schwarz,
1978).

Under the Gaussian model, assuming the variance o2 is known, —2-loglik
equals (up to a constant) Zi(yi—f(xi))z/ag, which is N -ert/o? for squared
error loss. Hence we can write

Ni_ d
BIC = = et + (log N) - ~o¢ (7.36)

Therefore BIC is proportional to AIC (C,), with the factor 2 replaced
by log N. Assuming N > e2 ~ 7.4, BIC tends to penalize complex models
more heavily, giving preference to simpler models in selection. As with AIC,

o2 is typically estimated by the mean squared error of a low-bias model.

g
For classification problems, use of the multinomial log-likelihood leads to a

similar relationship with the AIC, using cross-entropy as the error measure.
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Note however that the misclassification error measure does not arise in the
BIC context, since it does not correspond to the log-likelihood of the data
under any probability model.

Despite its similarity with AIC, BIC is motivated in quite a different
way. It arises in the Bayesian approach to model selection, which we now
describe.

Suppose we have a set of candidate models M,,,m = 1,..., M and
corresponding model parameters 6,,, and we wish to choose a best model
from among them. Assuming we have a prior distribution Pr(6,,|M,,) for
the parameters of each model M,,, the posterior probability of a given
model is

Pr(Mn|Z) < Pr(M,,) - Pr(Z|M,,) (7.37)
X Pr(M) [ PrZl6m, Mo Pr(0] M) 8,
where Z represents the training data {xq,yz}iv To compare two models
M, and My, we form the posterior odds

Pr(M;,|Z) — Pr(M,,) Pr(ZM.y,)
Pr(M,|Z) — Pr(M;) Pr(ZM,)’

(7.38)

If the odds are greater than one we choose model m, otherwise we choose
model /. The rightmost quantity

_ Pr(Z|M,,)

BF(Z) = @M (7.39)

is called the Bayes factor, the contribution of the data toward the posterior
odds.

Typically we assume that the prior over models is uniform, so that
Pr(M,,) is constant. We need some way of approximating Pr(Z|M.,,).
A so-called Laplace approximation to the integral followed by some other
simplifications (Ripley, 1996, page 64) to (7.37) gives

log Pr(Z|M,,) = log Pr(Z|0,,, M,,) — %’” log N +0(1).  (7.40)

Here 6,, is a maximum likelihood estimate and d,, is the number of free
parameters in model M,,,. If we define our loss function to be

fQIOgPr(Z|6’Am,Mm),

this is equivalent to the BIC criterion of equation (7.35).

Therefore, choosing the model with minimum BIC is equivalent to choos-
ing the model with largest (approximate) posterior probability. But this
framework gives us more. If we compute the BIC criterion for a set of M,
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models, giving BIC,,, m =1,2,..., M, then we can estimate the posterior
probability of each model M,,, as

e~ 3BIC,,

S e (7.41)

Thus we can estimate not only the best model, but also assess the relative
merits of the models considered.

For model selection purposes, there is no clear choice between AIC and
BIC. BIC is asymptotically consistent as a selection criterion. What this
means is that given a family of models, including the true model, the prob-
ability that BIC will select the correct model approaches one as the sample
size N — oo. This is not the case for AIC, which tends to choose models
which are too complex as N — oo. On the other hand, for finite samples,
BIC often chooses models that are too simple, because of its heavy penalty
on complexity.

7.8 Minimum Description Length

The minimum description length (MDL) approach gives a selection cri-
terion formally identical to the BIC approach, but is motivated from an
optimal coding viewpoint. We first review the theory of coding for data
compression, and then apply it to model selection.

We think of our datum z as a message that we want to encode and
send to someone else (the “receiver”). We think of our model as a way of
encoding the datum, and will choose the most parsimonious model, that is
the shortest code, for the transmission.

Suppose first that the possible messages we might want to transmit are
21,22, -+, Zm. Our code uses a finite alphabet of length A: for example, we
might use a binary code {0, 1} of length A = 2. Here is an example with
four possible messages and a binary coding:

Message || 21 | 29 | 23 | Za
Code || 0 | 10 | 110 | 111

(7.42)

This code is known as an instantaneous prefix code: no code is the pre-
fix of any other, and the receiver (who knows all of the possible codes),
knows exactly when the message has been completely sent. We restrict our
discussion to such instantaneous prefix codes.

One could use the coding in (7.42) or we could permute the codes, for
example use codes 110,10, 111, 0 for z1, 2o, 23, 24. How do we decide which
to use? It depends on how often we will be sending each of the messages.
If, for example, we will be sending z; most often, it makes sense to use the
shortest code 0 for z;. Using this kind of strategy—shorter codes for more
frequent messages—the average message length will be shorter.
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In general, if messages are sent with probabilities Pr(z;),i = 1,2,...,4,
a famous theorem due to Shannon says we should use code lengths [; =
—log, Pr(z;) and the average message length satisfies

E(length) > — > " Pr(z;)log, (Pr(z:)). (7.43)

The right-hand side above is also called the entropy of the distribution

Pr(z;). The inequality is an equality when the probabilities satisfy p; =

A=l In our example, if Pr(z;) = 1/2,1/4,1/8,1/8, respectively, then the

coding shown in (7.42) is optimal and achieves the entropy lower bound.
In general the lower bound cannot be achieved, but procedures like the

Huffman coding scheme can get close to the bound. Note that with an

infinite set of messages, the entropy is replaced by — [ Pr(z)log, Pr(z)dz.
From this result we glean the following;:

To transmit a random variable z having probability density func-
tion Pr(z), we require about —log, Pr(z) bits of information.

We henceforth change notation from log, Pr(z) to log Pr(z) = log, Pr(z);
this is for convenience, and just introduces an unimportant multiplicative
constant.

Now we apply this result to the problem of model selection. We have
a model M with parameters 0, and data Z = (X,y) consisting of both
inputs and outputs. Let the (conditional) probability of the outputs under
the model be Pr(yl|0, M,X), assume the receiver knows all of the inputs,
and we wish to transmit the outputs. Then the message length required to
transmit the outputs is

length = —log Pr(y|0, M, X) — log Pr(6| M), (7.44)

the log-probability of the target values given the inputs. The second term
is the average code length for transmitting the model parameters 6, while
the first term is the average code length for transmitting the discrepancy
between the model and actual target values. For example suppose we have
a single target y with y ~ N(6,02), parameter §# ~ N(0,1) and no input
(for simplicity). Then the message length is
(y—0)* ¢

length = constant + logo + 572 + 5 (7.45)
Note that the smaller o is, the shorter on average is the message length,
since y is more concentrated around 6.

The MDL principle says that we should choose the model that mini-
mizes (7.44). We recognize (7.44) as the (negative) log-posterior distribu-
tion, and hence minimizing description length is equivalent to maximizing
posterior probability. Hence the BIC criterion, derived as approximation to
log-posterior probability, can also be viewed as a device for (approximate)
model choice by minimum description length.
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FIGURE 7.5. The solid curve is the function sin(50x) for x € [0,1]. The green
(solid) and blue (hollow) points illustrate how the associated indicator function
I(sin(ax) > 0) can shatter (separate) an arbitrarily large number of points by
choosing an appropriately high frequency a.

Note that we have ignored the precision with which a random variable
z is coded. With a finite code length we cannot code a continuous variable
exactly. However, if we code z within a tolerance 0z, the message length
needed is the log of the probability in the interval [z, z+dz] which is well ap-
proximated by §zPr(z) if 6z is small. Since log §zPr(z) = log 6z +log Pr(z),
this means we can just ignore the constant log dz and use log Pr(2) as our
measure of message length, as we did above.

The preceding view of MDL for model selection says that we should
choose the model with highest posterior probability. However, many Bayes-
ians would instead do inference by sampling from the posterior distribution.

7.9 Vapnik—Chervonenkis Dimension M

A difficulty in using estimates of in-sample error is the need to specify the
number of parameters (or the complexity) d used in the fit. Although the
effective number of parameters introduced in Section 7.6 is useful for some
nonlinear models, it is not fully general. The Vapnik—Chervonenkis (VC)
theory provides such a general measure of complexity, and gives associated
bounds on the optimism. Here we give a brief review of this theory.

Suppose we have a class of functions {f(z,«)} indexed by a parameter
vector «, with € IRP. Assume for now that f is an indicator function,
that is, takes the values 0 or 1. If @ = (v, 1) and f is the linear indi-
cator function I(ag + ol x > 0), then it seems reasonable to say that the
complexity of the class f is the number of parameters p + 1. But what
about f(z,a) = I(sina - z) where « is any real number and z € IR? The
function sin(50 - x) is shown in Figure 7.5. This is a very wiggly function
that gets even rougher as the frequency « increases, but it has only one
parameter: despite this, it doesn’t seem reasonable to conclude that it has
less complexity than the linear indicator function I(ag + cyz) in p = 1
dimension.
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FIGURE 7.6. The first three panels show that the class of lines in the plane
can shatter three points. The last panel shows that this class cannot shatter four
points, as no line will put the hollow points on one side and the solid points on
the other. Hence the VC dimension of the class of straight lines in the plane is
three. Note that a class of nonlinear curves could shatter four points, and hence
has VC dimension greater than three.

The Vapnik—Chervonenkis dimension is a way of measuring the com-
plexity of a class of functions by assessing how wiggly its members can
be.

The VC dimension of the class {f(z,«)} is defined to be the
largest number of points (in some configuration) that can be
shattered by members of {f(z,a)}.

A set of points is said to be shattered by a class of functions if, no matter
how we assign a binary label to each point, a member of the class can
perfectly separate them.

Figure 7.6 shows that the VC dimension of linear indicator functions
in the plane is 3 but not 4, since no four points can be shattered by a
set of lines. In general, a linear indicator function in p dimensions has VC
dimension p+ 1, which is also the number of free parameters. On the other
hand, it can be shown that the family sin(ax) has infinite VC dimension,
as Figure 7.5 suggests. By appropriate choice of a, any set of points can be
shattered by this class (Exercise 7.8).

So far we have discussed the VC dimension only of indicator functions,
but this can be extended to real-valued functions. The VC dimension of a
class of real-valued functions {g(z,«)} is defined to be the VC dimension
of the indicator class {I(g(z,a) — 8 > 0)}, where 3 takes values over the
range of g.

One can use the VC dimension in constructing an estimate of (extra-
sample) prediction error; different types of results are available. Using the
concept of VC dimension, one can prove results about the optimism of the
training error when using a class of functions. An example of such a result is
the following. If we fit N training points using a class of functions { f(z, )}
having VC dimension &, then with probability at least 1 — 1 over training
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sets:

4 -err

Errr < eT+ %(1 +4/1+ ) (binary classification)

€

err
Errr < ————— (regression) (7.46)
(I—cve)s
h|l N/h)+1] -1 4
here ¢ oy MO8 (029/1) 1) log 0/1)
and 0 <a; <4, 0<ay <2

These bounds hold simultaneously for all members f(z, «), and are taken

from Cherkassky and Mulier (2007, pages 116-118). They recommend the
value ¢ = 1. For regression they suggest a; = as = 1, and for classification
they make no recommendation, with a; = 4 and ay = 2 corresponding
to worst-case scenarios. They also give an alternative practical bound for
regression

-1
log N

Erry < err 1—\/,0—p10gp+0g (7.47)
2N N

with p = %7 which is free of tuning constants. The bounds suggest that the
optimism increases with h and decreases with N in qualitative agreement
with the AIC correction d/N given in (7.24). However, the results in (7.46)
are stronger: rather than giving the expected optimism for each fixed func-
tion f(z, ), they give probabilistic upper bounds for all functions f(z, «),
and hence allow for searching over the class.

Vapnik’s structural risk minimization (SRM) approach fits a nested se-
quence of models of increasing VC dimensions hy < hs < ---, and then
chooses the model with the smallest value of the upper bound.

We note that upper bounds like the ones in (7.46) are often very loose,
but that doesn’t rule them out as good criteria for model selection, where
the relative (not absolute) size of the test error is important. The main
drawback of this approach is the difficulty in calculating the VC dimension
of a class of functions. Often only a crude upper bound for VC dimension
is obtainable, and this may not be adequate. An example in which the
structural risk minimization program can be successfully carried out is the
support vector classifier, discussed in Section 12.2.

7.9.1 Ezample (Continued)

Figure 7.7 shows the results when AIC, BIC and SRM are used to select
the model size for the examples of Figure 7.3. For the examples labeled XNN,
the model index « refers to neighborhood size, while for those labeled REG «v
refers to subset size. Using each selection method (e.g., AIC) we estimated
the best model & and found its true prediction error Erry(&) on a test
set. For the same training set we computed the prediction error of the best
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FIGURE 7.7. DBoxplots show the distribution of the relative error
100 x [Erry (&) — ming Erry(a)]/[maxq Erry () — ming Errr(a)] over the four
scenarios of Figure 7.3. This is the error in using the chosen model relative to
the best model. There are 100 training sets each of size 80 represented in each
bozplot, with the errors computed on test sets of size 10,000.
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and worst possible model choices: min, Erry(a) and max, Erry(«). The
boxplots show the distribution of the quantity

100 x Erry (&) — min, Erry(«)

max, Errr(a) — min, Errr(a)’

which represents the error in using the chosen model relative to the best
model. For linear regression the model complexity was measured by the
number of features; as mentioned in Section 7.5, this underestimates the
df, since it does not charge for the search for the best model of that size.
This was also used for the VC dimension of the linear classifier. For k-
nearest neighbors, we used the quantity N/k. Under an additive-error re-
gression model, this can be justified as the exact effective degrees of free-
dom (Exercise 7.6); we do not know if it corresponds to the VC dimen-
sion. We used a; = ag = 1 for the constants in (7.46); the results for SRM
changed with different constants, and this choice gave the most favorable re-
sults. We repeated the SRM selection using the alternative practical bound
(7.47), and got almost identical results. For misclassification error we used
¢.2 = [N/(N — d)] - &t(a) for the least restrictive model (k = 5 for KNN,
since k = 1 results in zero training error). The AIC criterion seems to work
well in all four scenarios, despite the lack of theoretical support with 0-1
loss. BIC does nearly as well, while the performance of SRM is mixed.

7.10 Cross-Validation

Probably the simplest and most widely used method for estimating predic-
tion error is cross-validation. This method directly estimates the expected
extra-sample error Err = E[L(Y, f(X))], the average generalization error
when the method f (X) is applied to an independent test sample from the
joint distribution of X and Y. As mentioned earlier, we might hope that
cross-validation estimates the conditional error, with the training set 7
held fixed. But as we will see in Section 7.12, cross-validation typically
estimates well only the expected prediction error.

7.10.1 K-Fold Cross-Validation

Ideally, if we had enough data, we would set aside a validation set and use
it to assess the performance of our prediction model. Since data are often
scarce, this is usually not possible. To finesse the problem, K-fold cross-
validation uses part of the available data to fit the model, and a different
part to test it. We split the data into K roughly equal-sized parts; for
example, when K = 5, the scenario looks like this:
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1 2 3 4 5

Train Train Validation Train Train

For the kth part (third above), we fit the model to the other K — 1 parts
of the data, and calculate the prediction error of the fitted model when
predicting the kth part of the data. We do this for £ = 1,2,..., K and
combine the K estimates of prediction error.

Here are more details. Let « : {1,..., N} — {1,..., K} be an indexing
function that indicates the partition to which observation i is allocated by
the randomization. Denote by f*(z) the fitted function, computed with
the kth part of the data removed. Then the cross-validation estimate of
prediction error is

N
CV(F) = 3 3 Ll S0 ). (7.48)

Typical choices of K are 5 or 10 (see below). The case K = N is known
as leave-one-out cross-validation. In this case k(i) = 4, and for the ith
observation the fit is computed using all the data except the ith.

Given a set of models f(z,«) indexed by a tuning parameter «, denote
by f~F(z, @) the ath model fit with the kth part of the data removed. Then
for this set of models we define

N
CV(f.a) = 5 3 Ll f (o, a). (7.49)

The function CV(f, ) provides an estimate of the test error curve, and we
find the tuning parameter & that minimizes it. Our final chosen model is
f(x, &), which we then fit to all the data.

It is interesting to wonder about what quantity K-fold cross-validation
estimates. With K = 5 or 10, we might guess that it estimates the ex-
pected error Err, since the training sets in each fold are quite different
from the original training set. On the other hand, if K = N we might
guess that cross-validation estimates the conditional error Errs. It turns
out that cross-validation only estimates effectively the average error Err,
as discussed in Section 7.12.

What value should we choose for K7 With K = N, the cross-validation
estimator is approximately unbiased for the true (expected) prediction er-
ror, but can have high variance because the N “training sets” are so similar
to one another. The computational burden is also considerable, requiring
N applications of the learning method. In certain special problems, this
computation can be done quickly—see Exercises 7.3 and 5.13.
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FIGURE 7.8. Hypothetical learning curve for a classifier on a given task: a
plot of 1 — Err versus the size of the training set N. With a dataset of 200
observations, 5-fold cross-validation would use training sets of size 160, which
would behave much like the full set. However, with a dataset of 50 observations
fivefold cross-validation would use training sets of size 40, and this would result
in a considerable overestimate of prediction error.

On the other hand, with K = 5 say, cross-validation has lower variance.
But bias could be a problem, depending on how the performance of the
learning method varies with the size of the training set. Figure 7.8 shows
a hypothetical “learning curve” for a classifier on a given task, a plot of
1 — Err versus the size of the training set N. The performance of the
classifier improves as the training set size increases to 100 observations;
increasing the number further to 200 brings only a small benefit. If our
training set had 200 observations, fivefold cross-validation would estimate
the performance of our classifier over training sets of size 160, which from
Figure 7.8 is virtually the same as the performance for training set size
200. Thus cross-validation would not suffer from much bias. However if the
training set had 50 observations, fivefold cross-validation would estimate
the performance of our classifier over training sets of size 40, and from the
figure that would be an underestimate of 1 — Err. Hence as an estimate of
Err, cross-validation would be biased upward.

To summarize, if the learning curve has a considerable slope at the given
training set size, five- or tenfold cross-validation will overestimate the true
prediction error. Whether this bias is a drawback in practice depends on
the objective. On the other hand, leave-one-out cross-validation has low
bias but can have high variance. Overall, five- or tenfold cross-validation
are recommended as a good compromise: see Breiman and Spector (1992)
and Kohavi (1995).

Figure 7.9 shows the prediction error and tenfold cross-validation curve
estimated from a single training set, from the scenario in the bottom right
panel of Figure 7.3. This is a two-class classification problem, using a lin-
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FIGURE 7.9. Prediction error (orange) and tenfold cross-validation curve
(blue) estimated from a single training set, from the scenario in the bottom right
panel of Figure 7.3.

ear model with best subsets regression of subset size p. Standard error bars
are shown, which are the standard errors of the individual misclassification
error rates for each of the ten parts. Both curves have minima at p = 10,
although the CV curve is rather flat beyond 10. Often a “one-standard
error” rule is used with cross-validation, in which we choose the most par-
simonious model whose error is no more than one standard error above
the error of the best model. Here it looks like a model with about p = 9
predictors would be chosen, while the true model uses p = 10.
Generalized cross-validation provides a convenient approximation to leave-

one out cross-validation, for linear fitting under squared-error loss. As de-
fined in Section 7.6, a linear fitting method is one for which we can write

y = Sy. (7.50)

Now for many linear fitting methods,

N N 2
N 2l i }V.Zl[yff;j)} . s

where S;; is the ith diagonal element of S (see Exercise 7.3). The GCV
approximation is

1 & —fw) |
GCV(f)_N;L f’tr;C]; ((?))/N] . (7.52)
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The quantity trace(S) is the effective number of parameters, as defined in
Section 7.6.

GCV can have a computational advantage in some settings, where the
trace of S can be computed more easily than the individual elements S;;.
In smoothing problems, GCV can also alleviate the tendency of cross-
validation to undersmooth. The similarity between GCV and AIC can be
seen from the approximation 1/(1 — x)? ~ 1 + 2z (Exercise 7.7).

7.10.2 The Wrong and Right Way to Do Cross-validation

Consider a classification problem with a large number of predictors, as may
arise, for example, in genomic or proteomic applications. A typical strategy
for analysis might be as follows:

1. Screen the predictors: find a subset of “good” predictors that show
fairly strong (univariate) correlation with the class labels

2. Using just this subset of predictors, build a multivariate classifier.

3. Use cross-validation to estimate the unknown tuning parameters and
to estimate the prediction error of the final model.

Is this a correct application of cross-validation? Consider a scenario with
N = 50 samples in two equal-sized classes, and p = 5000 quantitative
predictors (standard Gaussian) that are independent of the class labels.
The true (test) error rate of any classifier is 50%. We carried out the above
recipe, choosing in step (1) the 100 predictors having highest correlation
with the class labels, and then using a 1-nearest neighbor classifier, based
on just these 100 predictors, in step (2). Over 50 simulations from this
setting, the average CV error rate was 3%. This is far lower than the true
error rate of 50%.

What has happened? The problem is that the predictors have an unfair
advantage, as they were chosen in step (1) on the basis of all of the samples.
Leaving samples out after the variables have been selected does not cor-
rectly mimic the application of the classifier to a completely independent
test set, since these predictors “have already seen” the left out samples.

Figure 7.10 (top panel) illustrates the problem. We selected the 100 pre-
dictors having largest correlation with the class labels over all 50 samples.
Then we chose a random set of 10 samples, as we would do in five-fold cross-
validation, and computed the correlations of the pre-selected 100 predictors
with the class labels over just these 10 samples (top panel). We see that
the correlations average about 0.28, rather than 0, as one might expect.

Here is the correct way to carry out cross-validation in this example:

1. Divide the samples into K cross-validation folds (groups) at random.

2. For each fold k =1,2,..., K
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FIGURE 7.10. Cross-validation the wrong and right way: histograms shows the
correlation of class labels, in 10 randomly chosen samples, with the 100 predic-
tors chosen using the incorrect (upper red) and correct (lower green) versions of
cross-validation.

(a) Find a subset of “good” predictors that show fairly strong (uni-
variate) correlation with the class labels, using all of the samples
except those in fold k.

(b) Using just this subset of predictors, build a multivariate classi-
fier, using all of the samples except those in fold k.

(¢) Use the classifier to predict the class labels for the samples in
fold k.

The error estimates from step 2(c) are then accumulated over all K folds, to
produce the cross-validation estimate of prediction error. The lower panel
of Figure 7.10 shows the correlations of class labels with the 100 predictors
chosen in step 2(a) of the correct procedure, over the samples in a typical
fold k. We see that they average about zero, as they should.

In general, with a multistep modeling procedure, cross-validation must
be applied to the entire sequence of modeling steps. In particular, samples
must be “left out” before any selection or filtering steps are applied. There
is one qualification: initial unsupervised screening steps can be done be-
fore samples are left out. For example, we could select the 1000 predictors
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with highest variance across all 50 samples, before starting cross-validation.
Since this filtering does not involve the class labels, it does not give the
predictors an unfair advantage.

While this point may seem obvious to the reader, we have seen this
blunder committed many times in published papers in top rank journals.
With the large numbers of predictors that are so common in genomic and
other areas, the potential consequences of this error have also increased
dramatically; see Ambroise and McLachlan (2002) for a detailed discussion
of this issue.

7.10.83 Does Cross-Validation Really Work?

We once again examine the behavior of cross-validation in a high-dimensional
classification problem. Consider a scenario with N = 20 samples in two
equal-sized classes, and p = 500 quantitative predictors that are indepen-
dent of the class labels. Once again, the true error rate of any classifier is
50%. Consider a simple univariate classifier: a single split that minimizes
the misclassification error (a “stump”). Stumps are trees with a single split,
and are used in boosting methods (Chapter 10). A simple argument sug-
gests that cross-validation will not work properly in this setting?:

Fitting to the entire training set, we will find a predictor that
splits the data very well. If we do 5-fold cross-validation, this
same predictor should split any 4/5ths and 1/5th of the data
well too, and hence its cross-validation error will be small (much
less than 50%.) Thus C'V does not give an accurate estimate of
error.

To investigate whether this argument is correct, Figure 7.11 shows the
result of a simulation from this setting. There are 500 predictors and 20
samples, in each of two equal-sized classes, with all predictors having a
standard Gaussian distribution. The panel in the top left shows the number
of training errors for each of the 500 stumps fit to the training data. We
have marked in color the six predictors yielding the fewest errors. In the top
right panel, the training errors are shown for stumps fit to a random 4/5ths
partition of the data (16 samples), and tested on the remaining 1/5th (four
samples). The colored points indicate the same predictors marked in the
top left panel. We see that the stump for the blue predictor (whose stump
was the best in the top left panel), makes two out of four test errors (50%),
and is no better than random.

What has happened? The preceding argument has ignored the fact that
in cross-validation, the model must be completely retrained for each fold

2This argument was made to us by a scientist at a proteomics lab meeting, and led
to material in this section.



248 7. Model Assessment and Selection

<+
© -
3 ~ o @
(=2}
(=4
£ ©
T © - =
= S o o ®
2w o g
s i
§ <+ - - - (]
i
® - [} [ J LN
o o [}
[ o
T T T T T T T T T T T T T T
0 100 200 300 400 500 1 2 3 4 5 6 7 8
Predictor Error on 4/5
- 'd o o@0 o @0 2
@ .
o

— full
4/5

Class Label
0.4 0.6
Il

0.2
Il
o

0.0

Predictor 436 (blue) CV Errors

FIGURE 7.11. Simulation study to investigate the performance of cross vali-
dation in a high-dimensional problem where the predictors are independent of the
class labels. The top-left panel shows the number of errors made by individual
stump classifiers on the full training set (20 observations). The top right panel
shows the errors made by individual stumps trained on a random split of the
dataset into 4/5ths (16 observations) and tested on the remaining 1/5th (4 ob-
servations). The best performers are depicted by colored dots in each panel. The
bottom left panel shows the effect of re-estimating the split point in each fold: the
colored points correspond to the four samples in the 1/5th validation set. The split
point derived from the full dataset classifies all four samples correctly, but when
the split point is re-estimated on the 4/5ths data (as it should be), it commits
two errors on the four validation samples. In the bottom right we see the overall
result of five-fold cross-validation applied to 50 simulated datasets. The average
error rate is about 50%, as it should be.
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of the process. In the present example, this means that the best predictor
and corresponding split point are found from 4/5ths of the data. The effect
of predictor choice is seen in the top right panel. Since the class labels are
independent of the predictors, the performance of a stump on the 4/5ths
training data contains no information about its performance in the remain-
ing 1/5th. The effect of the choice of split point is shown in the bottom left
panel. Here we see the data for predictor 436, corresponding to the blue
dot in the top left plot. The colored points indicate the 1/5th data, while
the remaining points belong to the 4/5ths. The optimal split points for this
predictor based on both the full training set and 4/5ths data are indicated.
The split based on the full data makes no errors on the 1/5ths data. But
cross-validation must base its split on the 4/5ths data, and this incurs two
errors out of four samples.

The results of applying five-fold cross-validation to each of 50 simulated
datasets is shown in the bottom right panel. As we would hope, the average
cross-validation error is around 50%, which is the true expected prediction
error for this classifier. Hence cross-validation has behaved as it should.
On the other hand, there is considerable variability in the error, underscor-
ing the importance of reporting the estimated standard error of the CV
estimate. See Exercise 7.10 for another variation of this problem.

7.11 Bootstrap Methods

The bootstrap is a general tool for assessing statistical accuracy. First we
describe the bootstrap in general, and then show how it can be used to
estimate extra-sample prediction error. As with cross-validation, the boot-
strap seeks to estimate the conditional error Errs, but typically estimates
well only the expected prediction error Err.

Suppose we have a model fit to a set of training data. We denote the
training set by Z = (21, 22,...,2n) where z; = (z;,y;). The basic idea is
to randomly draw datasets with replacement from the training data, each
sample the same size as the original training set. This is done B times
(B = 100 say), producing B bootstrap datasets, as shown in Figure 7.12.
Then we refit the model to each of the bootstrap datasets, and examine
the behavior of the fits over the B replications.

In the figure, S(Z) is any quantity computed from the data Z, for ex-
ample, the prediction at some input point. From the bootstrap sampling
we can estimate any aspect of the distribution of S(Z), for example, its
variance,

B
Varls(2)] = =10 > (5(Z) - 57, (7.53)
b=1
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FIGURE 7.12. Schematic of the bootstrap process. We wish to assess the sta-
tistical accuracy of a quantity S(Z) computed from our dataset. B training sets
Z* b=1,...,B each of size N are drawn with replacement from the original
dataset. The quantity of interest S(Z) is computed from each bootstrap training
set, and the values S(Z*1),. .., S(Z*P) are used to assess the statistical accuracy

of S(Z).

where S* = 3", S(Z*)/B. Note that \//a\r[S(Z)] can be thought of as a
Monte-Carlo estimate of the variance of S(Z) under sampling from the
empirical distribution function F for the data (21,22,...,2N).

How can we apply the bootstrap to estimate prediction error? One ap-
proach would be to fit the model in question on a set of bootstrap samples,
and then keep track of how well it predicts the original training set. If
f*b(x;) is the predicted value at x;, from the model fitted to the bth boot-
strap dataset, our estimate is

- B N
ErThoot = EN ZZL i, £ (x4)). (7.54)

b=1 i=1

However, it is easy to see that EHboot does not provide a good estimate in
general. The reason is that the bootstrap datasets are acting as the training
samples, while the original training set is acting as the test sample, and
these two samples have observations in common. This overlap can make
overfit predictions look unrealistically good, and is the reason that cross-
validation explicitly uses non-overlapping data for the training and test
samples. Consider for example a 1-nearest neighbor classifier applied to a
two-class classification problem with the same number of observations in
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each class, in which the predictors and class labels are in fact independent.
Then the true error rate is 0.5. But the contributions to the bootstrap
estimate Erry, ooy will be zero unless the observation ¢ does not appear in the
bootstrap sample b. In this latter case it will have the correct expectation
0.5. Now

I
—_
|
—
—
|
2|~
~—
2

Pr{observation i € bootstrap sample b}

1—et

0.632. (7.55)

Q

Hence the expectation of Eﬁbom is about 0.5 x 0.368 = 0.184, far below
the correct error rate 0.5.

By mimicking cross-validation, a better bootstrap estimate can be ob-
tained. For each observation, we only keep track of predictions from boot-
strap samples not containing that observation. The leave-one-out bootstrap
estimate of prediction error is defined by

—1) 1s 1 -
Brr =53 > Liyi S (@) (7.56)
i=1

==
beC—1

Here O~ is the set of indices of the bootstrap samples b that do not contain
(1)

observation i, and |C'~¢| is the number of such samples. In computing Err ",
we either have to choose B large enough to ensure that all of the |C~%| are
greater than zero, or we can just leave out the terms in (7.56) corresponding
to |C~%|’s that are zero.

__The leave-one out bootstrap solves the overfitting problem suffered by
Errpoot, but has the training-set-size bias mentioned in the discussion of
cross-validation. The average number of distinct observations in each boot-
strap sample is about 0.632 - IV, so its bias will roughly behave like that of
twofold cross-validation. Thus if the learning curve has considerable slope
at sample size N/2, the leave-one out bootstrap will be biased upward as
an estimate of the true error.

The “.632 estimator” is designed to alleviate this bias. It is defined by

—(.632 —
Err( - .368 - e1T + .632 - Err( ). (7.57)

The derivation of the .632 estimator is complex; intuitively it pulls the
leave-one out bootstrap estimate down toward the training error rate, and
hence reduces its upward bias. The use of the constant .632 relates to (7.55).

The .632 estimator works well in “light fitting” situations, but can break
down in overfit ones. Here is an example due to Breiman et al. (1984).
Suppose we have two equal-size classes, with the targets independent of
the class labels, and we apply a one-nearest neighbor rule. Then erT = 0,
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(1 —(.632
Err( ) = 0.5 and so Err( ) = .632 x 0.5 = .316. However, the true error
rate is 0.5.

One can improve the .632 estimator by taking into account the amount
of overfitting. First we define v to be the no-information error rate: this
is the error rate of our prediction rule if the inputs and class labels were
independent. An estimate of v is obtained by evaluating the prediction rule
on all possible combinations of targets y; and predictors x;/

1 N N R
§= 7 20 Ll flai)). (7.58)

i=14'=1

For example, consider the dichotomous classification problem: let p; be
the observed proportion of responses y; equaling 1, and let ¢; be the ob-
served proportion of predictions f(z;) equaling 1. Then

¥=p1(1 —q1) + (1 —p1)dr- (7.59)

With a rule like 1-nearest neighbors for which ¢; = p; the value of ¥ is
2p1(1—p1). The multi-category generalization of (7.59) is 4 = >, pe(1—de).
Using this, the relative overfitting rate is defined to be
(1)
. Err  — @
R=" (7.60)
A —err

—1
a quantity that ranges from 0 if there is no overfitting (Err( ) =err) to 1
if the overfitting equals the no-information value 4 — err. Finally, we define
the “.632+” estimator by
—(.632+ —(
Err( - (1—w) -eaT+w- Err( : (7.61)
.632

withw = ——.
1 - .368R

R . ——(.632

The weight w ranges from .632 if R = 0 to 1 if R = 1, so Err( Y
—(.632 —(1

ranges from Err( ) to Err( ). Again, the derivation of (7.61) is compli-

cated: roughly speaking, it produces a compromise between the leave-one-
out bootstrap and the training error rate that depends on the amount of

overfitting. For the l-nearest-neighbor problem with class labels indepen-
. —(6324)  —(1)

dent of the inputs, w = R =1, so Err = Err , which has the correct
—(.632+
expectation of 0.5. In other problems with less overfitting, Err( ) will

lie somewhere between err and Eﬁ(l)
7.11.1  Ezample (Continued)

Figure 7.13 shows the results of tenfold cross-validation and the .6324 boot-
strap estimate in the same four problems of Figures 7.7. As in that figure,
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FIGURE 7.13. DBozxplots show the distribution of the relative error
100 - [Errg — ming Err(a)]/[maxq Err(a) — min, Err(«)] over the four scenar-
10s of Figure 7.3. This is the error in using the chosen model relative to the best
model. There are 100 training sets represented in each boxplot.

Figure 7.13 shows boxplots of 100 - [Errs — min, Err(a)]/[max, Err(a) —
min, Err(«)], the error in using the chosen model relative to the best model.
There are 100 different training sets represented in each boxplot. Both mea-
sures perform well overall, perhaps the same or slightly worse than the AIC
in Figure 7.7.

Our conclusion is that for these particular problems and fitting methods,
minimization of either AIC, cross-validation or bootstrap yields a model
fairly close to the best available. Note that for the purpose of model selec-
tion, any of the measures could be biased and it wouldn’t affect things, as
long as the bias did not change the relative performance of the methods.
For example, the addition of a constant to any of the measures would not
change the resulting chosen model. However, for many adaptive, nonlinear
techniques (like trees), estimation of the effective number of parameters is
very difficult. This makes methods like AIC impractical and leaves us with
cross-validation or bootstrap as the methods of choice.

A different question is: how well does each method estimate test error?
On the average the AIC criterion overestimated prediction error of its cho-
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sen model by 38%, 37%, 51%, and 30%, respectively, over the four scenarios,
with BIC performing similarly. In contrast, cross-validation overestimated
the error by 1%, 4%, 0%, and 4%, with the bootstrap doing about the
same. Hence the extra work involved in computing a cross-validation or
bootstrap measure is worthwhile, if an accurate estimate of test error is
required. With other fitting methods like trees, cross-validation and boot-
strap can underestimate the true error by 10%, because the search for best
tree is strongly affected by the validation set. In these situations only a
separate test set will provide an unbiased estimate of test error.

7.12 Conditional or Expected Test Error? M

Figures 7.14 and 7.15 examine the question of whether cross-validation does
a good job in estimating Errs, the error conditional on a given training set
T (expression (7.15) on page 228), as opposed to the expected test error.
For each of 100 training sets generated from the “reg/linear” setting in
the top-right panel of Figure 7.3, Figure 7.14 shows the conditional error
curves Erry as a function of subset size (top left). The next two panels show
10-fold and N-fold cross-validation, the latter also known as leave-one-out
(LOO). The thick red curve in each plot is the expected error Err, while
the thick black curves are the expected cross-validation curves. The lower
right panel shows how well cross-validation approximates the conditional
and expected error.

One might have expected N-fold CV to approximate Errs well, since it
almost uses the full training sample to fit a new test point. 10-fold CV, on
the other hand, might be expected to estimate Err well, since it averages
over somewhat different training sets. From the figure it appears 10-fold
does a better job than N-fold in estimating FErrs, and estimates Err even
better. Indeed, the similarity of the two black curves with the red curve
suggests both CV curves are approximately unbiased for Err, with 10-fold
having less variance. Similar trends were reported by Efron (1983).

Figure 7.15 shows scatterplots of both 10-fold and N-fold cross-validation
error estimates versus the true conditional error for the 100 simulations.
Although the scatterplots do not indicate much correlation, the lower right
panel shows that for the most part the correlations are negative, a curi-
ous phenomenon that has been observed before. This negative correlation
explains why neither form of CV estimates Errs well. The broken lines in
each plot are drawn at Err(p), the expected error for the best subset of
size p. We see again that both forms of CV are approximately unbiased for
expected error, but the variation in test error for different training sets is
quite substantial.

Among the four experimental conditions in 7.3, this “reg/linear” scenario
showed the highest correlation between actual and predicted test error. This
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FIGURE 7.14. Conditional prediction-error Errr, 10-fold cross-validation, and
leave-one-out cross-validation curves for a 100 simulations from the top-right
panel in Figure 7.3. The thick red curve is the expected prediction error Err,
while the thick black curves are the expected CV curves Er-CVig and E-CViy.
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as well as from the expected error E+|CVig — Err| (orange).
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correlation is negative.
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phenomenon also occurs for bootstrap estimates of error, and we would
guess, for any other estimate of conditional prediction error.

We conclude that estimation of test error for a particular training set is
not easy in general, given just the data from that same training set. Instead,
cross-validation and related methods may provide reasonable estimates of
the expected error Err.
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Exercises

Ex. 7.1 Derive the estimate of in-sample error (7.24).
Ex. 7.2 For 0-1 loss with Y € {0,1} and Pr(Y = 1|zg) = f(z0), show that
Err(zg) = Pr(Y # G(x0)|X = x0)

= EI‘I‘B(.%()) + |2f(.730) — 1|PI‘(G(1‘0) * G($0)|X = xo)7
(7.62)
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where G(z) = I(f(z) > 1), G(z) = I(f(z) > 1) is the Bayes classifier,
and Errg(zo) = Pr(Y # G(20)|X = w9), the irreducible Bayes error at xo.
Using the approximation f(z) ~ N(Ef(xo), Var(f(zo)), show that

Pr(G(zo) # G(x0)| X = 20) ~ @ (sign(é = (@0) (B (o) - é)> (7.63)

Var(f(zo))
In the above,

Dt exp(—t2/2)dt

\/ 2m /
the cumulative Gaussian distribution function. This is an increasing func-
tion, with value 0 at ¢ = —oo and value 1 at ¢ = +o0.

We can think of sign(i — f(z0))(Ef(z¢) — 1) as a kind of boundary-
bias term, as it depends on the true f(xg) only through which side of the

boundary (%) that it lies. Notice also that the bias and variance combine
in a multiplicative rather than additive fashion. If Ef(z¢) is on the same
side of § as f(wo), then the bias is negative, and decreasing the variance
will decrease the misclassification error. On the other hand, if Ef(z) is
on the opposite side of % to f(xg), then the bias is positive and it pays to
increase the variance! Such an increase will improve the chance that f (z0)
falls on the correct side of £ (Friedman, 1997).

Ex. 7.3 Let f = Sy be a linear smoothing of y.

(a) If S;; is the ith diagonal element of S, show that for S arising from least
squares projections and cubic smoothing splines, the cross-validated
residual can be written as

=i oy — fl@)
yi— [T i) = e S, (7.64)
(b) Use this result to show that |y; — f~%(z:)| > |y — f(a3)].

(¢) Find general conditions on any smoother S to make result (7.64) hold.

Ex. 7.4 Consider the in-sample prediction error (7.18) and the training
error ert in the case of squared-error loss:

L
Erry, = NZEYO(YQO—JC(%DZ

1Y .
er = ﬁZ(yi*f(Ii))z-
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Add and subtract f(z;) and Ef(2;) in each expression and expand. Hence
establish that the average optimism in the training error is

9 N
N ZCOV@uyi),

i=1
as given in (7.21).
Ex. 7.5 For a linear smoother y = Sy, show that

N

Z Cov(9i,y:) = trace(S)o?, (7.65)
i=1

which justifies its use as the effective number of parameters.

Ex. 7.6 Show that for an additive-error model, the effective degrees-of-
freedom for the k-nearest-neighbors regression fit is N/k.

Ex. 7.7 Use the approximation 1/(1—x)? ~ 1+2x to expose the relationship
between C,/AIC (7.26) and GCV (7.52), the main difference being the

model used to estimate the noise variance o2.

Ex. 7.8 Show that the set of functions {I(sin(az) > 0)} can shatter the
following points on the line:

=107t .., 20 =107F, (7.66)
for any ¢. Hence the VC dimension of the class {I(sin(ax) > 0)} is infinite.

Ex. 7.9 For the prostate data of Chapter 3, carry out a best-subset linear
regression analysis, as in Table 3.3 (third column from left). Compute the
AIC, BIC, five- and tenfold cross-validation, and bootstrap .632 estimates
of prediction error. Discuss the results.

Ex. 7.10 Referring to the example in Section 7.10.3, suppose instead that
all of the p predictors are binary, and hence there is no need to estimate
split points. The predictors are independent of the class labels as before.
Then if p is very large, we can probably find a predictor that splits the
entire training data perfectly, and hence would split the validation data
(one-fifth of data) perfectly as well. This predictor would therefore have
zero cross-validation error. Does this mean that cross-validation does not
provide a good estimate of test error in this situation? [This question was
suggested by Li Ma.]
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